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Abstract

This technical report describes a pattern for implementing‘conversational’ style protocols in an object-oriented man-
ner. We discovered this pattern in our recent work developing protocols that assume asynchronous, unreliable mes-
saging between two participants. It is hoped that by abstracting this implementation pattern out into a clear template,
future development and implementation of such conversational protocols will be made more straightforward.

1 Introduction

Our recent work has involved the design and implementation of network protocols that have a ‘conversational’ style,
that is they involve asynchronous, unreliable message sending between two participants. During this work we found
that a common implementation pattern emerged and we were able to factor out this pattern into an abstract description
and use this abstraction to develop further protocols that assume the same conditions. It is that pattern which is
presented in this report.

The protocols we have implemented have at their heart the concept of a stateful ‘conversation’ within which co-
related messages are sent and received to change the state ofthe conversation. This report describes the general
implementation pattern we found as part of our work developing ‘conversational’ protocols for the negotiation, agree-
ment, re-negotiation and termination of Service Level Agreements (SLAs) and contracts in general whilst meeting the
requirement of handling ‘unreliable messaging’.

1.1 Why a design pattern?

A design pattern like this has several benefits. First, it canprovide us with a way to solve an issue related to software
development using a solution derived from experience, not theory. Secondly, a design pattern “isolates the variability
that exists in the system. . . making the overall system easier to understand and maintain” [1], i.e. a pattern provides
an abstraction of a problem and its solution that can be applied in different implementation scenarios. Finally, and
related to the second point, using a design pattern makes communication between software developers more efficient;
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by using patterns developers can immediately understand and picture a high-level design in their heads when they refer
the name of the pattern used to solve a particular issue when discussing system design, i.e. it introduces elements of a
common vocabulary developers can use to describe their software.

1.2 Context & Motivation

Recently, our research has been focussed around the negotiation, agreement, re-negotiation and termination of Service
Level Agreements (SLAs, or “contracts between a provider and a user that specifies the level of service that is expected
during the term of the contract” [2]) for the provision of network-based services and applications. Because the current
standard for creating SLAs, WS-Agreement [3], is limited toa simple offer-accept protocol [4] there is an outstand-
ing requirement for a bi-lateral multi-round negotiation and agreement protocol which has yet to be met. Further,
WS-Agreement does not specify how re-negotiation of a SLA should be carried out and the termination protocol is
limited. Thus, we set out to design and implement protocols that allow the negotiation, agreement and re-negotiation
of contracts with the constraints that the specification is implementation independent and that the maximum possible
interoperability is achieved.

1.2.1 Achieving Interoperability

In order to specify our negotiation and re-negotiation protocols we started with the two requirements that:

1. The protocol specification should be implementation independent, i.e. it should not mandate the use of any
particular architectural style, such as the Web Services architecture.

2. The network between the two parties negotiating the contract should not be assumed to be reliable. That is, the
network between the parties participating in the negotiation protocol may malfunction or fail completely at any
point in time during their interactions.

The first requirement is hopefully self explanatory and allows developers to use any implementation method they
wish to realise the protocols.

The second requirement, we feel, is mandatory when two services communicate over a network they do not have
complete control over, e.g. when messaging is taking place between two independent organisations over the Internet.
Because we assume such a network, messages on it at the time ofmalfunction or failure may be lost, duplicated,
delayed and/or re-ordered. As a result of this behaviour messages may not be processed by the receiver in the order
they were sent (i.e. there is asynchronous message processing) and the sender of a message has no knowledge about
when or if the recipient processed a message they have sent and how many copies of the message it will receive.

This assumption about network behaviour has two further advantages that are not immediately evident. First, it
reduces the dependencies, in terms of implementation, between the participants in the protocol allowing them to be de-
coupled as much as possible. For example, if we were to take the approach of specifying a protocol that assumed once-
only, in-order, guaranteed delivery of messages, this could only be achieved through implementing the protocol over a
message-oriented middleware (MOM) such as IBM’s WebSphereMQ [5], Microsoft’s Message Queuing (MSMQ) [6],
an application implementing the Java Message Services (JMS) application programming interface (API) [7] or a
bespoke reliable messaging solution. The WS-ReliableMessaging specification [8] also attempts to provide a solution
for reliable messaging between autonomous services. But, as we describe in [9], this specification does not define
how reliable messaging should be achieved and does not provide the foundation for building interoperable, reliable,
distributed applications that require this class of messaging.

Because the MOMs listed above are not interoperable (i.e. a message sent using one MOM cannot be understood
by another1) two interacting organisations must use the same MOM if a protocol is designed with the assumption of
reliable messaging. This couples the organisations implementing the protocol in terms of the middleware used, which
in the scenario of dynamic service provision between many independent and autonomous organisations is impossible
to enforce or guarantee. Therefore, to de-couple the organisations within their interactions as much as possible the
contract negotiation protocol specified here does not assume reliable messaging and instead assumes the opposite,
i.e.unreliable messagingwhere messages may be lost, delayed, duplicated and/or re-ordered.

1This includes implementations of JMS, which is a specification of a standard API but does not specify the format of the messages sent over the
wire. Thus, different implementations of JMS are non-interoperable.
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The second advantage of making no assumptions about the reliability of the network is that since messages may be
received multiple times and out-of-order many different communications channels can be used to send those messages.
For example, if a contract negotiation is at a critical phaseand the protocol has been designed with an assumption of
unreliable messaging, then if one communications channel is unavailable another can be used to receive and send
messages to the other party to find (or change) the state of thecontract being negotiated. Thus, a message sent on more
than one channel may be received more than once at its destination and, due to the different latencies and reliability of
communications channels, messages may be duplicated and/or received out-of-order or not received at all.

As an example of how this works in practice, consider the following scenario: a customer is negotiating the supply
of a service with a service provider, initially through the service providers web-interface. After submitting an order
for a service in error the network between the customer and the provider fails completely. The customer realises their
mistake and when they find the web-interface is unavailable,send an email cancelling the order to the service provider.
The network is down so this email is stuck in the outbox of the customer, so they send the same message by fax to the
service provider. Later, when the network is available, thecancellation email is sent, resulting in a delayed, duplicate
message being received by the service provider. What this scenario illustrates is that the protocol provides greater
fault-tolerance when it can cope with out-of-order, duplicate messages being received as an implementation can use
multiple communication channels to send and receive messages — that is, a communication channel is not a single
point of failure for the negotiation protocol.

1.2.2 Conversation & Message Identification

A further requirement of our ‘conversational’ protocols was that each protocol should allow multiple conversations to
take place between two interacting parties. This required us to introduce an identifier to co-relate messages, so that
if multiple messages were received by a party they could determine which message belonged to which conversation.
To achieve this we use the concept of anAsynchronous Completion Token, first described in [10], which provides a
context “that uniquely identifies the actions and state necessary to process the operations completion”.

In this pattern we have specified that the value of this token is globally unique so that in the case where a single
party is having a several conversations with multiple parties there is no clash of token value. There are freely-available
libraries for most programming languages that can generateglobally unique or universally unique identifiers according
to the format described in [11].

Finally, although an individual message may be correlated within a conversation using the asynchronous comple-
tion token a message needs to be uniquely identified within a conversation so that it may be referred to and referenced
within the conversation. Thus, we specify that each messagemust have an identifier that is unique within the conver-
sation (i.e. it must be locally unique). Together the asynchronous completion token and the message identifier form a
tuple that uniquely identifies each message.

1.3 Report Structure

The remainder of this report is structured as follows: Section 2 introduces the abstract pattern and the concepts it is
based upon and Section 3 presents our conclusions and futurework.

2 Pattern Description

The abstract pattern is shown in Figure 1, a UML class diagramillustrating the relationships between the each of the
concepts in the pattern. Each of the classes in the diagram and its relationships are introduced in the remainder of this
section. In the description class names are given inTypewriter font. Throughout the description references are
made to our implementation of an SLA negotiation protocol toillustrate how each of the concepts in the pattern relate
to a concrete implementation.

2.1 Conversation Class

The abstractConversation class represents a conversation and the context within which all messages can be cor-
related. In the contract negotiation protocol this is sub-classed into aNegotiation class which can be instantiated.
TheConversation class must contain a globally unique identifier (a GUID, introduced in Section 1.2.2) to provide
an identifier that allows the correlation of messages withina specific dialogue. Each instance of aConversation
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has exactly oneState and zero or more sent or receivedMessages . In Figure 1, attributes to record when the con-
versation was started and when the conversation was last modified (i.e. when aMessage was last sent or received)
have been included, though these are not mandatory in any implementation.

2.2 State Class

The State class represents the current status of a conversation. Thisis an abstract class that must be sub-classed
in a protocol that implements the conversational pattern with the states the conversation can take. Thus, in the
example of a contract negotiation protocol theState represents the current position of the negotiation, such as
Negotiating , Contracted or Terminated . The cardinalities reflect that aConversation must have a sta-
tus, that noConversation instances may be in a particularState and that differentConversation instances
may share the sameState .

2.3 ProtocolMessage Class

Like the Conversation andState classes, theProtocolMessage class is also abstract and represents the
messages which may be sent or received within the protocol. For example, a negotiation protocol may have con-
crete subclasses ofProtocolMessage such asQuoteRequest , Quote , Offer andAccept . As described
in Section 1.2.2 each uniqueProtocolMessage instance has an identifier that is unique within the context of the
conversation, or a locally unique identifier (LUID).

The cardinalities shown on the class diagram allow eachProtocolMessage instance to be sent multiple times in
differentMessage instances allowing the conversation participants to send duplicates of the sameProtocolMessage
instance over the same or different communications channels more than once, a requirement of the messaging condi-
tions described in Section 1.2.1.

2.4 Message Class

The abstractMessage class represents the application-protocol ‘wrapper’ of aProtocolMessage instance. The
inclusion of this class allows the de-coupling of the communications medium from the representation of the actual
message, a requirement we described in Section 1.2.1 to achieve the goal of being able to send messages over multiple
communications channels for greater fault tolerance. Thus, each concrete subclass of theMessage class represents
a message sent over a particular communications channel. These subclasses could be, for example,HttpMessage ,
JmsMessage , SmtpMessage and XmppMessage to represent messages sent or received via the HTTP, JMS,
SMTP or XMPP application protocols. EachMessage must contain an identifier unique within the context of the
conversation, the identity of the sender, the direction of the message (outbound or inbound, i.e. sent or received) and
the date and time the message was sent or received. Each subclass of this class should contain the destination to which
messages should be returned (e.g. an SMTP address, the URL and name of a JMS queue, a single URL accessed over
HTTP or an XMPP identity).

The cardinalities with theConversation class reflect that aMessage instance may be sent or received multiple
times as part of a conversation. Also, aMessage instance must contain at least oneProtocolMessage . In practice
this means that, for example in the negotiation protocol, aMessage instance may contain once or moreQuotes in-
stances (i.e. instances of a subclass of theProtocolMessage class) and, conversely, a singleProtocolMessage
can be sent in many differentMessage types (i.e. over many application protocols).

2.5 Detail Class

The final class in Figure 1 is theDetail class. An instance of this class contains the ‘payload’ or the essential
domain-dependent data that should be completed by the sender of theProtocolMessage to which theDetail
instance belongs. The receiver should interpret the contents of theDetails in order to decide what to do next in
order to progress the conversation. For example, in a contract negotiation protocol instances of this class contained in
QuoteRequest or Offer messages may contain information about a resources capabilities (advertised or required)
and the period of time the resource is required for (e.g. start time and end time).
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The cardinalities shown on the class diagram allow eachProtocolMessage to contain one or more instances of
aDetail . This capability is required when, in a contract negotiation protocol for example, a resource requester asks
for the availability or co-allocation of several resourceswithin the sameQuoteRequest messageOffer message.

3 Conclusions & Future Work

This report has described a design pattern, or a “general, reusable solution to a commonly occurring problem” [12],
which provides a template for how to solve a problem that can be used in many different situations. In our work
we have used this design pattern to implement SLA negotiation, agreement and re-negotiation protocols that have
a ‘conversational’ style, i.e. where messages may be sent asynchronously over different, unreliable communications
channels multiple times. Our future work is to experiment more with this design pattern, determine its applicability to
further types of protocol and refine it if necessary.
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Figure 1: Conversational protocol pattern
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