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Abstract

Massively multiplayer online games (MMOG) is an innovativeand challenging class of applications for Grid
computing that require large amounts of computational resources for providing a responsive and scalable gameplay
for concurrently participating players connected via Internet. We present ourReal-Time Framework (RTF)– a Grid-
based middleware for scaling game sessions through a variety of parallelization and distribution techniques. RTF is
described within a novel multi-layer service-oriented architecture that comprises three advanced services – monitor-
ing, capacity planning, and runtime steering – that use the potential of Grid computing to provide pervasive access
to a potentially unbounded number of resources. We report experimental results about the quality of our capacity
planning and scalability of the RTF distribution mechanism.

1 Motivation

Online gaming and applications based on them (training, simulation-driven e-learning, etc.) have recently become
a major worldwide trend and are experiencing a tremendous growth. Currently, at any time of the day, more than
250.000 users are online playingFirst Person Shooter (FPS)games on more than 70.000 servers worldwide [5]. The
Steamplatform reports 140.000 servers with more than 2.8 millionusers monthly for the games on that platform [4].

We considerMassively Multiplayer Online Games (MMOG)as an innovative, challenging, and promising applica-
tion area for Grid computing. Our work aims at using Grid concepts for overcoming the main problems of contempo-
rary online game technology: cumbersome low-level programming, manual hosting, static resource management, and
no Quality of Service (QoS) guarantees, which become problematic with massive numbers of simultaneous players.
At the same time, gaming has a potential to become a “killer application” for Grids and increase their visibility by
targeting a huge community of non-expert users who are readyto pay for services.

In this paper, we present theReal-Time Framework (RTF)providing the middleware technology for scaling game
sessions through a variety of parallelization and distribution techniques. RTF is described within a novel multi-layer
service-oriented Grid architecture that comprises three advanced services – runtime steering, monitoring, and capacity
planning – that provide efficient access to a potentially unbounded number of resources.

This research work is carried out under the FP6 Network of Excellence CoreGRID funded by the European Commission (Contract IST-2002-
004265).
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Existing Grid-like game infrastructures, as for exampleButterfly.net[2] or BigWorld [3] are restricted to so-called
role-playing games; furthermore, their servers still reside statically at a particular hoster and there is no option to
migrate sessions between data centers for load-balancing reasons and for enabling an open market of MMOG host-
ing. Our real-time framework, together with dynamic Grid services, supports various distribution concepts (zoning,
instancing and replication) for especially challenging action and real-time games, which allows to overcome the satu-
ration of computational and network resources with growingnumber or increasing density of online users.

We present our RTF middleware in Section 2, followed by the description of the overall Grid architecture with
focus on capacity planning in Section 3. We report experimental results in Section 4 and conclude in Section 5.

2 RTF: A Grid-Based Game Middleware

The Real-Time Framework (RTF) [7] provides services for thecommunication and computation within online games.
These services allow the developer to realise a portable andscalable game completely independently from the Grid-
management infrastructure.

2.1 Middleware interface

Figure 1: Server real-time loop.

Multiplayer online typically simulate a spatial virtual world
where a particular player moves and acts through an avatar,
which represents the player within the game. A game imple-
ments an endless loop, calledreal-time loop, which repeatedly
updates the game state in real time.

Figure 1 shows one iteration of the server real-time loop
for multiplayer games based on the client-server architecture.
The figure shows one server, but on the Grid there are usually a
group of server processes distributed among several machines.
A loop iteration consists of three steps: At first the clientspro-
cess the users’ input and transmit (step➀ in the figure) them
to the server. The server then calculates a new game state by
applying the received user actions and the game logic to the
current game state (step➁). As the result of this calculation,
the states of several dynamic entities have changed. The final
step ➂ transfers the new game state back to the clients.

From the perspective of the game developer, in step➀ and➂, he has to transfer the data structures realizing user
actions and entities over the network. If the server is distributed among multiple machines, then step➁ also implies the
distribution of the game state and computations for its update. This brings up the task of selecting and implementing
appropriate distribution concepts.

2.2 Game state distribution

The RTF supports three basic distribution concepts for multiplayer games within a multi-server architecture:zoning,
instancing, replication. The novel feature of the RTF is that it allows to combine these three concepts within one game
design. Figure 2, explained in the following, shows how the distribution concepts can be combined to adapt to the
needs of a particular game.

Zoningpartitions the spatial world into disjoint parts, called zones (there are 4 zones in Figure 2). Clients can move
between the zones, but no inter-zone events exist and calculations in the zones are completely independent from each
other. The RTF enables the developer to specify the partition of the game world; it then automatically does all checks
and transfers of the entities and clients as soon as they trigger a movement into another zone. Moreover, adjacent
zones can be connected to each other in the RTF using a combination of zoning and replication.

Instancingis used to distribute the computational load by creating multiple copies of highly frequented subareas
of the spatial world. In Figure 2 (top), some subareas are copied multiple times and assigned to instance servers. Each
copy is processed completely independently of the others. The RTF enables the developer to specify instance areas
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within the game world. Upon request, new instances are created by the RTF on the available servers and clients and
entities are automatically transferred into these new instances.

[..]

[..]

[..]

instance
servers

[..]

servers

servers

zone

replication

Figure 2: Combination of zoning, instancing, and
replication concepts.

Replicationuses the calculations for entities as a distribu-
tion criteria. The entities are distributed among all servers,
such that each server has a list of so-calledactive entities
which it owns and is responsible for, and a list ofshadow enti-
ties. The shadow entities are replicated from other servers with
only read-access. In Figure 2, the lower right zone is replicated
across multiple servers.
The RTF allows the game developer to arbitrarily combine the
described three distribution approaches depending on the re-
quirements of a particular game design. The system provides
methods for automatically routing messages to the active en-
tity owner or the server responsible for a particular zone. Fur-
thermore, the RTF automatically manages active and shadow
entities and changes active and shadow states accordingly to
the current distribution. The replication approach is compara-
tively new and more complex as compared to zoning and in-
stancing, because interactions between active and shadow objects must be specially treated. However, it allows to
scale the player density [8], i.e. place more players in a fixed-sized area by using additional servers. Furthermore, the
combination of zoning and replication facilitates a flexible and seamless game world despite a partitioning into zones.

2.3 Modeling and handling the game state

When implementing the data structures to model the game state, the developer traditionally has to consider low-level
aspects of socket communication and implement individual communication protocols for the entities. Implementing
efficient communication protocols for complex data structures is time-consuming, error-prone, and repetitive.

The RTF liberates the developer from the details of network programming, by providing a full support for trans-
mission of complex data structures. For all transmittable objects like entities, events and messages, the RTF provides
an automatic serialization mechanism. Since the distribution management and hence the connections between pro-
cesses are handled within the RTF, the network communication is completely transparent to the game developer. The
introspection code, required by the RTF to transmit objectsat runtime, is generated during the development of a game
by a pre-processor tool calledscot(SerializationCodeTool) which we implemented as part of the RTF. The developer
invokes this pre-processor during the development process, i. e. prior to the normal compiler, for every class which
is derived fromSerializable. This process is necessary once a class definition changed, more precisely once a
serializable attribute is added or changed. The pre-processorscotautomatically generates appropriate getter and set-
ter methods for each serializable attribute. At runtime, the RTF automatically manages the distribution of objects
accordingly to the distribution mechanisms described in Section 2.2.

A real-world example: Quake 3

In the popular gameQuake 3[10], entities are realized as plain C- Structs. To work in the object-oriented manner of
the RTF, the developer has to rewrite theplayerState_t struct as a class which inherits fromLocal, as shown in the
listing below. Therefore, developers can make use of the advanced RTF-functionality easily, without having to learn a
completely new description methodology.

class playerState_s : public RTF::Local {
private:

rtf_int32 _ser_pm_flags; // ducked, jump_held, etc
// position is now part of RTF::Local , replacing :
//vec3_t origin;
RTF:: Vector _ser_velocity;
rtf_int8 _ser_eventSequence; // index in events
rtf_int32 _ser_events[MAX_PS_EVENTS];
rtf_int32 _ser_eventParms[MAX_PS_EVENTS];
rtf_int8 _ser_damageCount; // health value
rtf_int32 _ser_weapon; // ID of weapontype
rtf_int32 _ser_ammo [MAX_WEAPONS]; // ammo
[...]};
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Optimized object transmission

When parts of the game state are replicated to the clients or the game state is mirrored to other servers, RTF ensures
delta updates, i.e. only those attributes of an object are transmitted which have actually changed. This is especially
important for games, because in a single tick of the real-time loop only few attributes of a particular entity usually
change. Delta updates considerably reduce the amount of data transmitted over the network when the rate of attribute
changes per tick is low. The memory overhead for ensuring delta updates is about one bit per attribute, which is fairly
acceptable.

Figure 3: Data flow in the real-time loop.

Figure 3 shows how the real-time-loop works in conjunc-
tion with the RTF. The clients send their user actions as events
asynchronously to their server. The events are processed,
the game world is updated and the game logic is executed.
This finishes loop iteration, after which the developer calls the
RTF’s onFinishedTick() method, which transfers the up-
dated entities in an asynchronous way to all interested clients
and servers. Therefore, the game developer works on a much
higher level of abstraction than traditionally (without RTF).

3 Grid management architecture

The RTF middleware described above is built into the bottom
layer of a Grid service-oriented architecture depicted in Fig-
ure 4. This architecture, only briefly introduced in this section
due to lack of space, focuses on the development of generic
Grid management services, while dealing with the main chal-
lenges raised by the main requirements of the targeted Grid ap-
plication: scalability to thousands of online user connections,
optimized allocation of resources, and monitoring and steering
to maintain the QoS parameters in dynamic environments like
the Grid.

Figure 4: Grid management architecture for online games

The architecture is based on the interaction of
four main actors. (1)end-useris the game player
that accesses the online game sessions through
graphical clients, typically purchased as a DVD; (2)
schedulernegotiates on behalf of the end-user ap-
propriate game sessions based on the user-centric
QoS requirements (e.g. connection latency, game
genre, friends, expertise); (3)hoster is an organi-
zation that provides some computational and net-
work infrastructure for running game servers; (4)
resource brokerprovides a mechanism for the ac-
tors to find each other in a large-scale Grid environ-
ment and negotiate QoS relationships.

We employ an off-the-shelf resource broker
provided by the ASKALON Grid environment [6]
and only introduce the scheduling and hoster-
specific services in the remainder of this section.

3.1 Scheduler services

The Scheduler receives from the user QoS requirements whichcan be performance-related (e.g. maximum latency,
minimum bandwidth, minimum throughput) or game-specific (e.g. game genre, minimum number of players, diffi-
culty, tournament planning) and negotiates with existing hosters sessions that best fit these requirements. The resultof
the negotiation is acontractthat must be preserved for the entire interaction of the end-user with the application.
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There may occur factors during the execution of a game session which affect the performance, such that the
negotiated contracts are difficult or impossible to be further maintained. Typical perturbing factors include external
load on unreliable Grid resources, or overloaded servers due to an unexpected concentration of users in certain “hot
spots”. Thesteering serviceof the scheduler interacts at runtime with the monitoring service of each hoster in the
management layer for preserving the negotiated QoS parameters for the entire duration of the game session. Following
an event-action paradigm, a violation of a QoS contract triggers appropriate adaptive steering or load balancing actions
using the zoning, instancing or replication APIs provided at the real-time layer.

3.2 Hoster services
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Figure 5: Neural network for online
game capacity planning

The traditional way of allocating resources in a Grid environment employs op-
portunistic matchmaking models based on runtime resource requests and of-
fers [9], which are known to converge to local minima as we demonstrated in
previous work [6]. From a game point of view, the two main parameters which
need to be taken into account for resource allocation are capacity (e.g. memory,
number of processors, latency, bandwidth) and time, expressed and negotiated
by the hoster as QoS parameters. We improve on the state-of-the-art by design-
ing acapacity planningservice which uses hoster-specific metrics and heuristic
strategies to project new contracts (typically one or more game session connec-
tions) to offer to the scheduler before the actual negotiation takes place. This
strategy has the potential to improve the resource allocation in two aspects: (1)
enhanced confidence in guaranteeing the fulfilment of globalQoS parameters
for the entire distributed game session, like smooth response time or proper load
balancing, by avoiding crisis situations through ahead-planning of resource allo-
cation; (2) optimization of local hoster-specific metrics like resource utilization
or throughput.

Projecting future load in highly dynamic Grid environmentsof game players
needs to take into account a multitude of metrics such as processor, memory, and
network latencies and load. All these metrics can be deterministically expressed
as a (game-specific) function of the hardest and most unpredictable parameter
which is the human factor. The load of a game session is typically determined by the concentration of many entities
into the area of interest of each other. We therefore reduce the prediction problem to the task of estimating the entity
distribution in the game world at several equidistant time intervals.

Our solution is based on the deterministic relationship between the environment and players’ actions. For example,
an entity can only move in certain zones of the geographic environment (e.g. mountainous barriers) or in games based
on team-play the likelihood of players acting in close proximity groups is large. We exploit this semi-deterministic
game play behavior as a basis for using neural networks for predicting resource demand. We employ a neural network
for load prediction that has a signal expander as input to ensure a non-linear expansion of the input space fed to the
hidden neuron layers, as displayed in Figure 5. The input fedinto the preprocessing layer consists of the positions
of the players in the game world at several successive equidistant time intervals (∆t). As output signal, network
provides a similar space representing a prediction of the players’ layout in the next time interval (t + ∆t). Because
the input is expanded, the expected output will not be a precise estimation of each player’s position, but a world of
subarea estimations. Each zone of the map is analyzed by dividing it into subareas and providing a local prediction.
An interesting aspect is that the edges of the subareas are overlapped to hide latencies upon player transitions.

In order to utilize the neural network-based prediction, two offline phases are required. Thedata set collection
phase is a long process in which the game is observed by gathering entity count samples for all subareas at equidistant
time steps. The training phase uses most of the previously collected samples as training sets, and the remaining as test
sets. Thetraining phaseruns for a number of eras, until a convergence criterion is fulfilled. A training era consists of
three steps: (1) presenting all the training sets in sequence to the network; (2) adjusting the network’s weights to better
fit the expected output (the real entity count for the next time step); and (3) testing the network’s prediction capability
with the different test sets. These two stages are performedonly once per world and game type since they are the main
game characteristics that determine the player behavior. Once successfully trained, the network can be serialized and
reused at a later time, when the same world and game type combination is played.
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4 Experimental results

Grid management services

The resource management layer is implemented as a set of WSRF-based services deployed in the Austrian Grid [1]
environment that aggregates a large collection of heterogeneous parallel computers distributed across several major
cities of Austria. In order to generate demanding load patterns required for testing and validating our prediction
method, we developed a distributed FPS game simulator supporting the zoning concept and inter-zone migrations of
the entities. The simulator integrates RTF and is capable ofgenerating dynamic load by simulating interaction hot-
spots between large numbers of entities managed by one server. The entities in the simulation are driven by several
Artificial Intelligence (AI) profiles (aggressive, team player, scout, and camper), which determine their behavior during
a game session.

For testing the load prediction service we developed a graphical interface which allows the interactive visualization
of the network training process (see Figure 6). The top window displays the real and predicted values at consecutive
steps using the training sets and the bottom window the errortrend (either the mean squared error or the instantaneous
error measured on the post-processed values). This tool offers the possibility to stop and resume the training process
at any point and allows the visualization of a wide range of signals measured at different locations inside the load
prediction module (pre/post-processed inputs, pre/post-processed outputs). Additionally, it offers the possibility to
compare the neural prediction against other fast prediction methods such as last value, moving average, or exponential
smoothing. An important contribution resulting from usingthis tool is the fact that it helped us make an observation
about the output of the neural network prediction module, namely that the shape of the output signal was similar to the
one of the expected signal, but the amplitude was always smaller. This led to us the introduction of a novel additional
phase calledamplitude calibrationat the end of the classical training process that significantly improved our results.

Figure 7 displays the difference between the neural networkprediction error and the moving average method (left),
respectively average method (right) at subsequent equidistant time intervals during a game session. Even though our
method is not always the best at every single prediction step, the average of this difference displayed by the horizontal
line is always below zero, which demonstrates the overall superiority of our method. The prediction improvement
offered by our neural network method compared to the aforementioned fast prediction methods (moving average,
exponential smoothing, etc.) ranges from5% to 14% (even passing14% for some data sets). This result is due to the
ability of neural networks to adapt to a large variety of userload patterns which the other classical statistical methods
fail to achieve.

Real-Time Framework

We also conducted preliminary performance and scalabilitytests for the RTF with a demonstrator application that
simulates a 3D world, with clients which can interact and move within this world. The simulation is updated on the
server side 25 times per second and the computer-controlledclients continuously send inputs to their server. The
scalability test partitions the game world into two or four parts (called zones) and assigns each zone to one dedicated
server. The clients are distributed equally between the servers, but can move between the zones. A heterogeneous setup
of PCs with 1.7GHz, P4 CPUs and 512MB RAM in a LAN setup was usedfor servers and clients. As metric for both
tests, the average CPU utilization was measured. The results in Figure 8 show that the RTF prototype implementation
already achieves more than 70 clients on a single server machine, even with outdated hardware. The multi-server
test-case (Figure 9) allows to nearly double or quadruple the number of participating clients by using the zoning
distribution concept of the RTF among two and, correspondingly, four servers.

5 Conclusion

We presented a novel, Grid-based approach for massively multiplayer online games. Our comprehensive service-
oriented architecture consists of a variety of services that address the specific challenges of online games in comparison
to conventional Grid applications, e.g. parameter study orscientific workflows: (1) the application often supports a very
large number of concurrent users connecting to a single application instance; (2) the application mediates and responds
in real-time to highly frequent user interactions; (3) the applications must deliver and maintain user interactivity;(4)
the application is highly dynamic, and adaptive to changingloads and levels of user interaction; (5) the users connect
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Figure 6: Neural network prediction testing module

-50,00%

-30,00%

-10,00%

10,00%

30,00%

50,00%

Time [minutes]

Neural Prediction Error - Average Prediction Error Average Linear (Average)

-50,00%

-30,00%

-10,00%

10,00%

30,00%

50,00%

Time [minutes]

Neural Prediction Error - Moving Average Prediction Error Average Linear (Average)

Figure 7: Neural network prediction result comparison

to the application in an ad-hoc manner; (6) users and serviceproviders interact as a community which, in contrast to
traditional cooperative Virtual Organizations, compete (or even try to cheat) with each other.

The main novel features of our RTF middleware are as follows:(1) Highly optimized and dynamic real-time com-
munication links adapt to changes in the dynamic Grid environment and can automatically and transparently redirect
the communication to new servers; (2) Hidden background mechanisms allow the runtime transfer and redistribution of
parts of a game onto additional Grid resources without noticeable interruptions for the users; (3) A high-level interface
for the game developer abstracts the game processing from the location of the participating resources; (4) Monitoring
data are gathered in the background and used by the management layer for capacity planning. RTF implements novel
parallelization concepts, in particular replication in combination with zoning, which allows to scale the density of
players inside a zone.
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