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Abstract

This paper discusses the requirements for and functionalities of resource management systems for future genera-
tion Grids. To this end it is also necessary to review the actual scope of future Grids. Here we examine differences and
similarities of current Grid systems and distinguish several Grid scenarios to highlight the different understandings
of the term Grid which exist today. While we expect that a generic Grid infrastructure cannot suite all application
scenarios, it would certainly be beneficial to many of them to share such an infrastructure. Instead of identifying a
minimal subset of necessary Grid middleware functionalities, we postulate that Grids need a resource management
system both well-designed and rich in features to be usable for a large variety of applications. This includes for ex-
ample extended functionalities for information and negotiation services which can be used by automatic scheduling
and brokering solutions.

1 Motivation

The term “Grid” was introduced in the late 1990s by Ian Foster and Carl Kesselmann [1], but the idea of harnessing and
sharing distributed compute power can also be found in the earlier metacomputing concepts of the 1980s. However,
“the Grid” ignited broad interest in scientific and public press as the next boost to computing technology in general.
The Grid stands today for a new approach that promises to give a wide range of scientific areas the computing power
they need. While several running Grids already exist, it has to be acknowledged that about eight years after the advent
of Grids they are still far from being commonly usable and robust technological platforms which serve the needs
of each and every application scenario. Instead, the term Grid is often associated with a large variety of different
meanings and notions. This can easily be observed when following the vivid discussions about a common definition
of a Grid [2], [3]. This situation is certainly not an optimal base to start talking about future Grids. Therefore, we
use a different, more functional approach in this paper. Under the assumption that sufficient resources are generally
available the functionality of Grids is mainly determined by its resource management system (RMS). Hence we will
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discuss the requirements for and the restrictions of such a RMS in future generation Grids [4]. Nevertheless, we first
need to identify the different types of Grids which are associated with different application scenarios [5]. Without any
claim for completeness, we list the following scenarios:

High Performance Computing Grids can be considered as the archetype of a Grid. Due to the complexity of many
scientific problems, it is frequently impossible to obtain an analytical solution. Instead search heuristics are used
to solve many optimization problems and simulation is often the method of choice to determine the behavior of a
complex process. These methods proceed to require more computing resources in order to solve more complex
problems. Most publicly known Grid projects fall into this scenario in which different computing sites of usually
scientific research labs collaborate for joint research. Here, compute- and/or data-intensive applications are
executed on the participating HPC computing resources which are usually large parallel computers or cluster
systems. The total number of participating sites in this Grid projects is commonly in the range of tens or
hundreds, the available number of processing nodes is in the range of thousands. Most people active in Grid
research originate from this community and have these kinds of Grid scenarios in mind.

Enterprise Grids represent a scenario of commercial interest in which the available IT resources within a company
are better exploited and the administrative overhead is lowered by the employment of Grid technologies. The
allocation of applications or business services to available hard- and software resources is maintained via Grid
middleware. A common field of interest in this area is the automatic and efficient management of Web Services,
e.g. their deployment and invocations on application servers or execution hosts. In comparison to HPC Grids,
the resources are typically not owned by different providers and are therefore not part of different administrative
domains. This eases the management problem in several aspects.

Global Grids have been foreseen since the early publications about Grids. Here, the vision of a single unified Grid
infrastructure is drawn, comprising all kinds of resources from single desktop machines to large scale HPC
machines, which are connected through a global Grid network. Systems like Seti@Home or P2P file sharing
communities have been given as early examples for such large-scale Grids in which millions of individuals share
and access their resources. This scenario resembles the long-term goal of Grid research in which Grids have
established a common technological infrastructure similar to the Internet of today.

Grids for Ambient Intelligence/Ubiquitous Computing are also considered in different projects. While the connec-
tion of arbitrary electronic devices, like mobile phones, PDAs, household appliances or multimedia components,
does not seem directly related to Grids, the core problems which are tackled are very similar in both domains
[6]. In this scenario resources have to be discovered, allocated and used in a dynamic environment; security has
to be maintained between distributed resources which have to interact on behalf of users.

At this time, one cannot clearly judge which functional scope a future Grid will actually have. At least we can
subsume that the presented scenarios have many similar problems to address which are subject of current research.
We also note that these research activities are pursued by different research communities which do not always consider
their work Grid-related, like for instance the work on Service Oriented Architectures (SOA, [7]) or the work of the
Ambient Intelligence community. The scope of the Grid-to-be will almost certainly be limited in terms of the supported
application scenarios, and it will be a great challenge to identify the functional boundaries of future generation Grids.
Nevertheless, the concept of Grids fills several gaps in the current IT infrastructure. It is expected that the different
approaches towards future Grids will merge into a common solution suitable for different application scenarios. In
extension to current research on existing Grids, it might be reasonable to take a broader stance on the Grid scope
for future generation Grids. In the following we deduce and discuss the implications of a broader Grid view on the
resource management problem.

2 Resources in Future Generation Grids

Assuming that future Grids are not limited to small- or medium-sized HPC Grids, we have to identify the relevant
resources for future systems. The following is an example collection of Grid resources:

• Compute (nodes, processors etc.)

• Storage (space, location etc.)
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• Data (availability, location etc.)

• Network (bandwidth, delay etc.)

• Software (components, licenses etc.)

• Services (functionality, ability etc.)

Most of these resources are already commonly recognized as Grid-relevant like computers and data. Note that the in-
clusion of data naturally requires also the consideration of storage as a managed resource type. Based on the distributed
nature of compute and data resources networks are important for data management as well as for communication re-
quirements during the execution of computational tasks [8]. Moreover, interactive applications have been identified as
relevant for Grids, for example visualization tasks with a high demand for bandwidth or the setup of video or multi-
media streams. Such use cases make the management of network links and the possibility to request quality of service
agreements for these links interesting aspects when considering networks as Grid resources. Furthermore, software
components have recently been also considered as dynamic resources in Grids. This includes the identification of
available software components as well as the management of software deployment and the life cycle management of
software instantiations [9]. While many of these resources are already integrated into current Grids, the actual outreach
of the resource notion for future Grids is not yet clear. Although current research often takes the stand that arbitrary
services can be managed Grid resources [10], it can be assumed that there will be actual limits of what might be a
reasonable Grid resource. Regarding the scope of future generation Grids (see also Section 1) we do not define a set
of resources to be taken into account, but demand that resources to be integrated provide the means for automatic
management and access sharing. From analyzing the resource types it is clear that the management of some resources
is less complex while other types require more extensive coordination or orchestration efforts to be effective. For
instance, the combination of hardware with software or data resources is a challenging task as the availability of the
different resource types must be coordinated. Reviewing the selection of the Grid scenarios in Section 1, the key cri-
teria for classification is the relation among the resource providers and the users of these Grids. In a general scenario,
the resources belong to different and independent resource providers, who claim administrative autonomy and usu-
ally have different usage policies. Typically, these policies are enforced by the local resource management systems.
As a result, these Grid configurations have a high degree of heterogeneity in the technological features of the local
RMS as well as the enforced policies. This leads to major differences between Grid resource management systems
and the local resource management systems, as outlined below: The Grid RMS has to deal with many heterogeneous
resources in a highly dynamic environment while it has no exclusive control over any resource. In contrast, the local
RMS typically manages only one or a few resource types in a static configuration. These resources reside within a
single administrative domain in which the RMS has exclusive control over the resources.

3 Requirements for Grid Resource Management

Several services or functionalities are required with respect to the resource management of Grid systems. The follow-
ing set is a collection which has been identified in the Grid Scheduling Architecture Research Group (GSA-RG) of the
Global Grid Forum [11]:

Resource Discovery: It is necessary to discover a resource which fulfills specific constraints or fits certain parameters.

Access to Resource Information: In addition to discovering resources, a common requirement is access to available
information about a resource. This includes static as well as dynamic information.

Status Monitoring: Prior and during job execution it is necessary to monitor the condition of a resource or a job.
The resource management framework should support event notification to facilitate reactive measures by the
respective services.

Brokering/Scheduling: It is essential for Grids that a user does not need to manually coordinate the access to re-
sources. To this end, efficient Grid functions are required which automatically select and schedule resource
allocation for jobs.

SLA/Reservation Management: While some users might cope with resources that handle jobs in a best effort fash-
ion, there are application scenarios in which additional information about the resource allocation is necessary.
This might include reservations and precise agreements about resource-specific Quality of Service levels.
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Execution Management/Provisioning: Clearly the actual execution and management of a job or the required provi-
sioning of a resource is the main task of a Grid RMS system. This includes functionalities to cancel pending
jobs or to claim planned allocations.

Accounting and Billing: In many situations, accountability for the resource consumption is required. Especially the
inclusion of cost considerations for establishing business models for Grids requires functions for economic ser-
vices. This includes information about the resource consumptions as well as financial management of budgets,
payments and refunding.

We will discuss these functionalities in more detail in Section 4. However, the full stack of middleware functions
for Grid resource management will not be necessary for all kinds of Grid systems. Therefore, we can distinguish
between two cases of Grid systems with respect to their requirements on resource management capabilities: Case 1 are
Specialized Grids for dedicated purposes. These Grids do not expose the full set of above requirements. Moreover,
due to a single or limited application domain typically high efficiency is required for the execution. Analogous, a
specialized Grid resource management systems is established. This high efficiency comes usually at the price of a
higher development support. The RMS is adapted to the specific application, its workflow and the available resource
configuration. Thus the interfaces to the resources and the middleware are built according to the given requirements
caused by the application scenario. While the Grid RMS is highly specialized, the handling for the user is often easier
as the know-how of the application domain has been built into the system. Case 2 is a Generic Grid Middleware
which has to cope with the complete set of the requirements above to support an applicability. Here, the Grid RMS is
open for many different application scenarios. In comparison to the specialized Grids generic interfaces are required
that can be adapted to many front- and backends. However, the generic nature of this approach comes at the price
of additionally overhead for providing information about the application. For instance, more information about a
particular job has to be provided to the middleware, such as a workflow description, scheduling objectives, policies and
constraints. The application-specific knowledge cannot be built into the middleware, and therefore must be provided
at the frontend level. In this case the consideration of security requirements is an integral aspect which is more difficult
to solve. In fact, security is also an issue in specialized Grids, but on a broader and generic scale a wide variety of
security levels and policies exist and must be considered in the middleware. It is possible to hide the additional RMS
complexity of generic Grid infrastructures from the users or their applications by specialized components which might
be built on top of a generic middleware. Nevertheless, it can be concluded that in general a generic Grid middleware
will carry additional overhead with less efficiency at the expense of broader applicability. Current research is mostly
focusing on Case 1 in which solutions are built for a dedicated Grid scenario in mind. As mentioned before, these
systems are usually more efficient and will therefore remain the favourite solution for many application domains.
That is, Case 1 will not become obsolete if corresponding requirements and conditions exist. However, for creating
future generation Grids suitable solutions are required for Case 2. If this case is not adequately addressed by Grid
research, parallel other activities e.g.by the Web Service community or the Ubiquitous Computing research might
provide solutions. While this is generally a positive development, it has to be acknowledged that the key requirements
are very similar for many of these scenarios and that rivaling approaches might not yield any added value. Actually,
we might have to deal with many different solutions for specific domains without any convergence to a common
infrastructure. For instance, instead of creating a specialized customized Grid middleware, a majority of projects
could benefit from an early implementation if based on a reliable and robust generic Grid RMS infrastructure that is
used by a broad community. Therefore, we argue that future generation Grids should consider a broad application
scenario combined with a generic RMS middleware, even at the possible expense of lower efficiency.

4 Grid Resource Management Middleware

Following the previous consideration towards a broader scope of future Grid systems, we continue to discuss the
required functionalities in more detail. Instead of identifying a minimal subset of functions which would probably
render the resulting middleware inadequate for most application scenarios, we have to carefully identify the relevant
set of requirements to make the Grid middleware usable for many scenarios. However, this set should not be too
extensive to be implemented into a reliable and robust middleware. This tradeoff is difficult to achieve and should be
subject of further discussion in the community. The following selection is a summary of the current discussion in the
previously mentioned GGF research group on Grid Scheduling Architecture.
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4.1 Resource Discovery

The discovery of existing resources in a Grid does not necessarily indicate that a resource is actually available or
suitable for a specific task or for the requesting user. The actual decision about accessing a resource will probably
require several steps in the resource selection or scheduling process. Therefore, we first consider only the discovery
process. We assume that in a first step it is necessary to identify resources that are principally available in the Grid.
The Grid middleware must offer a fast mechanism to identify the resources which fit a given description. The actual
selection or scheduling will be based on additional information retrieval or negotiation. While for Grids with a small or
limited number of participating sites an index or directory information service is feasible, it becomes a more complex
problem to identify which resources are currently available in a Grid. For future generation Grids a flexible and
scalable discovery service is required. There are existing technologies e.g. from the peer-to-peer world that work
well for large-scale systems. However, for smaller environments other approaches, like the mentioned index and
directory services, may be more efficient. A coherent interface which supports both approaches might be reasonable.
Nevertheless, it is important to identify resources which meet the requirements for a task in the best possible way. In
general it is not sufficient to discover all the resources of a specific type, for the result set might be too large and not
really useful. This implies that models for a flexibly parameterized search are required to get a prioritized and small set
of “good” resources. Therefore, a flexible way is necessary to limit and steer the search towards the anticipated results.
For resource brokerage or scheduling it might be necessary to re-iterate and modify the search criteria to improve the
list of available resources.

4.2 Access to Resource Information

Besides the pure discovery of resources covered in the previous paragraph, it will be necessary to access additional
information about resources. Some of this information is static or at least valid for a relatively long time. Such
information may be suitable for caching or storing in remote information services. Some other information is highly
dynamic and therefore not suitable for deferring to remote services. That is, this information must be updated or
requested frequently from clients. Therefore, for future Grids the middleware should provide a coherent access to this
static and dynamic information. It also has to be considered that this information may not only consist of flat values,
but one might need to access more complex and potentially time-variant data collections as well. A typical example is
access to information about planned or forecasted future events, like known future resource reservations or forecasted
resource allocations. Similarly, there might be need to access information about past events. Some system may utilize
such past information to make predictions about future events. It can be debated whether such information is closer
related to a monitoring service. Nevertheless, it has to be acknowledged that access to this extensive information
is important for many application scenarios and for many scheduling and brokering services. Most of current Grid
information services do not support such information. Moreover, many existing services are not suitable for a scalable
Grid scenario with many resources and corresponding information sources. Other aspects to consider are security
and privacy for the information system in future generation Grids. On one hand, access to information should be as
fast and efficient as possible, that is, information should be cached and distributed. On the other hand, access to this
information may be restricted to certain users and require secure authentication, i.e. public information may differ
from information provided to a specific user and some information may only be available from directly contacting the
resources or services within its administrative domain. Therefore a coherent interface to Grid information is necessary
which should support caching whenever possible, e.g. if the information does not change for a sufficiently long period.
But it should include mechanisms and paradigms to retrieve secured or dynamic information whenever necessary. In
all cases, the unified information services for Grids should not be limited to specific resource types but support all
kinds of different resources. For instance, data, network and software resources are due to their obvious differences
often and probably unnecessarily not handled in the same manner as other resource types. Here it could be discussed
whether this is actually necessary or if a more flexible and generic information service could decrease the complexity.

4.3 Status Monitoring

Since we already discussed the requirements for information services which should provide access to information
about resources and jobs, it is foreseeable that also the monitoring of an expected resource or job status will be an
integral part of Grids. Due to the dynamic nature of Grids, frequent and unexpected changes might require immediate
attention by the user or a Grid scheduler. To this end, these changes must be reliably detected and signalled. It can
be debated whether these functions are part of a general Grid information service. For better ease of use it will be
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necessary that monitoring and event notification are provided as core services which do not require high overhead for
an application. For future generation Grids it will be important to have a generic and coherent interface for all kinds of
status monitoring. This should include, but is not limited to, the monitoring of resource conditions, pending resource
agreement, current schedules, job execution, conformance of allocations to service level agreements, and workflow
status.

4.4 Execution Management/Provisioning

Obviously a main functionality for a Grid resource management system is the actual execution of a job and/or the
provisioning of the resources. Current Grid systems usually support at least the submission of a computational job to
the remote RMS. Though, depending on the resource type and nature of the job, the actual provisioning of resources
and access to these resources may be different. Again, coherent and generic execution management functions are
needed to claim a resource allocation based on an agreement, whether the agreement is the provisioning of a network
link with dedicated SLA, or the agreement is a temporarily granted access to a data resource.

4.5 SLA Management/Agreement Management

In previous sections we considered job execution and provisioning of resource allocations as key applications of Grids.
While some usage scenarios can do with simple job submission paradigms in which the actual time of execution and
quality of service is not planned in advance, there will be many applications which require more precise information or
guarantees about execution and allocation. Thus, agreement-based resource planning will be an integral part of Grids.
In an agreement which is created before the actual job execution and resource provisioning, all necessary information
is exchanged. Such an agreement can be as specific about a job execution as requested or very unspecific if this
is sufficient for a particular job. That is, a simple job submission to a remote queuing system without any advance
information about the actual job execution time can also be written in an agreement. In the same way, more specific
service-level agreements can be made if the service or resource provider supports this.

4.6 Brokering/Scheduling

For a broad proliferation of Grids it will be essential to have a flexible and automatic brokering and scheduling system.
Due to the potential high number of available resources and the heterogeneity of the access policies, the resource se-
lection for a job cannot be executed manually by a user. Moreover, there is a need to specify in detail the requirements,
preferences or objectives for a job to allow the brokering and scheduling system to automatically select and plan a
suitable resource allocation for a task. First, we have to consider that a flexible job description is necessary, which
includes information about the job specifics. In addition we will need information about what is required for the job to
be executed. While many current Grid systems deal with simple jobs, future Grids have to be able to deal with more
complex jobs which include workflows and require co-allocation of several resources with corresponding dependen-
cies. In principle a Grid scheduler should be able to plan a whole workflow in advance if the dependencies are static
and the complete information about the resource requirements is accessible. According to the different access and
scheduling policies that might exist in a Grid, it cannot be expected that a single Grid scheduling strategy will suit all
needs. Instead, it must be taken into account that a Grid will have many different schedulers with varying features
and strategies which are optimized for certain applications. For instance, the end-user may provide an individual Grid
scheduler. Therefore, it will be essential for Grid RMS middleware to offer well-defined interfaces and protocols to all
functions and information a Grid scheduler needs. Such a Grid scheduling architecture will facilitate the implementa-
tion of different application-specific Grid schedulers. Considering the broad scope of Grid resources, future research
has to analyze how specific management functions for some types of resources can be included in the general broker-
ing and scheduling process. Especially data and network resources are often associated with dedicated management
and information services [12], [13]. Regardless of this association current approaches do usually not provide adequate
means to integrate such resources into the job brokerage and scheduling process, although the management tasks are
very to those of other resources. For instance, the access to planned data transfers or network reservations would be of
high interest to a Grid scheduler. Here, consistent and coherent interfaces seem to be necessary for a better integration
of the management of these different resources. Ideally, a job on a Grid should be able to request data resources and
network links from a scheduler in the same fashion as it would request software components or CPU power. Above
we discussed the individual policies established by the providers. To maintain the control at the local RMS systems
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during the Grid scheduling process, it will be necessary that different scheduling instances interact with each other.
One potential approach for future generation Grids to support such interactions will be the provision of negotiation
interfaces which permit the creation of agreements [14], [15]. Due to the complexity of the scheduling task in a large-
scale Grid environment, such negotiations can take a long time as many iterations of probably parallel negotiations
with different resource providers might be necessary. Therefore, any access to information that can support this pro-
cedure will be helpful. This can include tentative information about availability, potential quality of service or costs.
There might also be the need to combine agreements from different providers to fulfill the requirements of complex
job workflows or co-allocation tasks. It is crucial to understand that the scheduling objectives for Grids may differ
from well-known criteria in parallel computer scheduling. Due to the availability of many different resources with
potentially different costs, the user might have more complex scheduling objectives for his Grid jobs. The simple min-
imization of response time might be substituted by a complex objective function which includes priorities for costs,
quality of service or time preferences. To support Grid schedulers which can deal with these requirements, it will
be necessary to support according information and functions in negotiation and agreement interfaces [16], [17]. For
instance, it might be necessary to inform local RMS systems about certain preferences to generate better agreements
during the negotiations.

4.7 Accounting and Billing

It is anticipated that future Grids provide support for business models including means for corresponding cost and
budget management on RMS level. As there should be support for automatic resource selection and allocation based
on accounting and billing information, this data must be secured through appropriate techniques like confidentiality,
integrity and non-repudiation. For instance, a Grid scheduler might need information about the available budget of
a user to allocate a specific resource. This situation may occur during the negotiation and reservation of suitable
resources for a job, if the budget has to be allocated prior to the execution of a job. Similarly, functions are needed
to refund budget if an negotiated level of service is not provided and re-scheduling is necessary. Scenarios like these
emphasize the financial and legal outreach of Grid resource usage and stress the need for reliable and accountable data
which can be used to verify transactions.

5 Conclusion

In this paper, we discussed the scope of next generation Grids. While the scope of these Grids is not yet known in
terms of supported applications and resources, several assumptions have been made to extend the scope compared to
current Grid research. In addition we examined the implications of an extended approach to the Grid resource man-
agement infrastructure and provided a compilation of RMS functions necessary to realize such extensions. Although
this compilation serves as a starting point for further research, we lay no claim to completeness of the selected and
discussed topics. Moreover, the goal of this work is not to propose yet another new Grid middleware. In this area
there are currently several activities including those in the Global Grid Forum or the Globus Toolkit approach [18],
[10]. Especially the efforts specifying the Open Grid Services Architecture (OGSA, [19]) are intended to identify
and specify relevant Grid Services and their interactions. The variety of the different approaches implies future work
to compare the different activities’ results to obtain compatibility of future generation Grid systems. Apart from the
Grid community’s efforts there are additional approaches to Grids in other research communities such as Ambient
Intelligence/Ubiquitous Computing. Without analyzing the different efforts, it can be seen that many resource man-
agement requirements are very similar. Therefore we argue for the identification and adaption of core interfaces and
services across different communities and various application domains. Furthermore, the scalability of systems will
be a key issue for broad Grid proliferation. The interfaces to core services should remain consistent, independent of
the size of a Grid: a single global Grid system, an Enterprise Grid or even a Personal/Ambient Grid should provide
comparable functionality and response time. A lot of similar requirements can also be found in the security area,
where a common and flexible security model is crucial for many systems. The realization of different implementations
while using similar approaches can be seen as redundant and time consuming. Overall, the future Grid resource man-
agement system should be transparent to the user and provide a generic and pervasive architecture allowing different
inter-operable implementations. An appropriate design should therefore support the reusability of Grid solutions in
other application fields, too; otherwise, the current concept of Grids may fail. Such an approach may also prevent
an often reported phenomenon in projects which suffer from re-inventing similar services and functions. However,
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other research disciplines might deliver their own rivaling infrastructures, ending with a multitude of different systems
without any convergence towards a flexible and generic infrastructure as Grids have been meant to be. To reach the
goal of a generic, inter-operable and re-usable Grid resource management we – as many others in the Grid community
– consider a fast agreement on widely accepted standards for architectures, services, patterns, protocols and resources
as crucial.
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