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Executive Summary
This document provides indications to integrate the different topics studied within the CoreGRID Work Package 
5 (WP5) to form the skeleton of a Grid middleware. To this purpose we identify the functional modules that 
embed  the  result  of  our  research  activity,  provide  an  abstract  description  of  their  functional  specifications 
according  to  the  research  results  obtained  within  WP5,  and  indicate  reciprocal  dependencies  among  such 
modules.
In order to give a more concrete image of the prospective architecture, we adopt a service oriented approach: 
each module offers interfaces, and provides services through such interfaces.

We distinguish five functional modules that contribute to the definition of an integrated framework architecture 
for the Grid Information, Resource and Workflow Monitoring Services:  the  Grid Information Service,  the 
Network  Monitoring,  the  Workflow  Analizer,  the  Checkpoint  Manager,  and  the  User  and  Account 
Management.  In  this  section  we  summarize  their  functionalities  and  interfaces,  graphically  represented  in 
Figure 1.

The whole Grid infrastructure hinges upon the Grid Information Service, the repository of service descriptions. 
Its database is populated by other services that are responsible of registering themselves, thus joining the pool of 
available services in the system.
The  registration  types  maintained  by  the  Information  Service  are  dynamic,  each  consisting  in  a  series  of 
attributes (or capabilities). Left aside the influence on the internal structure of the Information Service, their 
dynamic  features  entail  a  rich  interface,  which  ranges  from registration  of  a  new  type  of  service,  to  the 
processing of queries coming from services that are in charge of assembling existing services into new ones. 
The  Grid  Information  Service  needs  to  be  able  to  provide  sophisticated  functionalities  that  go  beyond the 
directory service concept, which still characterizes many real scale prototypes that have been implemented and 
are used in production environments. 
As a general rule, each service registering itself is responsible for the definition of its dynamic profile. However, 
we envision a  special  case  for  network services:  unlike  other  services,  they should be monitored from the 
outside, more than from the inside. Therefore we introduce a  Network Monitoring component, which is in 
charge of observing traffic patterns to characterize Grid connectivity.

The Network Monitoring component  implements  a  plugin-based observation publishing service  which is  in 
charge of making available observations collected by network monitoring tools. The plugin is an adapter that 
allows the Network Monitoring component to interact with a Grid Information Service, or to stream monitoring 
results to applications. Data produced through this interface need to be confidential.
The network monitoring component also offers an interface used by User Applications in order to configure the 
monitoring activity:  this  activity  is  organized into Sessions,  each being in charge of  monitoring a Network 
Service.  The  Network  Service  abstraction  represents  the  network  infrastructure  responsible  for  carrying 
information between Domains. The characteristics of such entities (Sessions, Network Services, and Domains) 
are represented in the Information Service.
The network monitoring activity may stress the Grid Information Service over its capabilities, thus jeopardizing 
its scalability. Therefore the role of the Grid Information Service is limited to the initiation of a monitoring 
session, whereas the streaming of data from the Network Monitoring Element to the application for which such 
data is relevant is left under the control of the two peers.

The  operation  of  assembling  new  services  requires  specific  capabilities,  which  are  associated  to  another 
functional component, that we call Workflow Analyzer component. The task of this component is to accept the 
operational description of a new service, and to return a reference to access such service. Its operation is based 
on the input obtained from user applications, that provide workflow descriptions.

Service access is divided into resource selection and actual execution. During the resource selection phase, for 
each node of the workflow an actual Web service is selected, using informations gathered from the Information 
Service. Whenever more than one Web service operation is ready for a particular service in the workflow, a 
scheduling  component  is  invoked  in  order  to  decide  which  of  the  instances  to  use.  During  execution,  the 
workflow service  monitors  the operation  and takes  appropriate  steps  in  case  errors  occur.  The  Checkpoint 
Manager component is invoked in order to recover from errors.
Such component is in charge of supporting the management of unanticipated events that may affect resource 
availability: the Checkpoint Manager component supports the logistic reorganization of a service, preserving the 
relevant state information in preparation of the reconfiguration of the supporting low level services.

The  Grid  Information  System supports  the  operation  of  the  Checkpoint  Manager,  providing  access  to  the 
checkpoints for a given application (or workflow), and/or the location and availability of storage space for a 
checkpoint:  as  a  consequence,  the  interface  between  the  Checkpoint  Manager  component  and  the  Grid 
Information Service offers checkpoint oriented features.
The provision of any degree of accounting entails the implementation of User and Account Management 
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component. It provides a stateful Web service responsible of the management of virtual environments, 
consisting in the creation and deletion of environments, as well as job execution associated to them. In the 
background, the service collects data on the virtual environments concerning time of creation and destruction, 
users mapped to the environment, accounting and logging information. Such data are available to different 
players on the scene (like the users, managers of Virtual Organizations (VOs), resource owners, etc.) via an 
additional Web service. The implementation of virtual environments is based on resource descriptions stored 
within the Grid Information Service. In addition, resource descriptors within the Grid Information System are 
tagged according to their inclusion in virtual environments. The workflow analysis component is in charge of 
providing input for virtual environment implementation and usage.

We are at the point of having understood the internal structure of the above components and of their mutual 
interactions: the information across these interfaces is well defined based on our experience, but it is not yet 
sufficiently precise to allow the design of a prototype. The tools to implement the interfaces should allow the 
description of the functionalities offered by the components. For example, the Web Services technology is a well 
established tool to accomplish this, which requires an exhaustive description of the exchanged data. We believe 
that the adoption of a Web Service oriented approach will support the quick converge to a system prototype, at 
the cost  of several restrictions to a framework in its  early stage. The rigorous definition of the interfaces – 
essential to ensure the interoperability of the different modules – is currently under way.
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1 Introduction
The Open Grid Services Architecture (OGSA) described in [OGSA] gives very clear guidelines for the design of 
Grid Architectures: as a matter of fact, the work of the Global Grid Forum, the organization that assumed the role 
of  coordinating the international  effort about Grid Computing, is based on this document.  We consider  this 
model in order to motivate, and justify the applicability, of the integrated framework for workflow and resource 
monitoring described in this document.

According to OGSA (see also [OGSA1]), a Grid is a complex architecture consisting of a collection of resources, 
which are made available through a number of services. Such services glue together and make computational 
resources efficiently available. Such definition opens the way to a number of functional modules that are in 
charge of providing access to raw computational resources. These modules are responsible of publishing new 
resources, of managing their accessibility, of accounting their use, to cite the more apparent functionalities. We 
say that they provide the infrastructure for raw computational services.

The definition of such modules is of paramount importance to the design of a Grid: their semantics anticipate the 
capability of a Grid to make an efficient use of the resources it contains, to offer differentiated levels of quality 
of service, and, in essence, to cope with user needs. Given the complexity and importance of this infrastructure, 
its design should address modularity as a primary feature: services provided by the Grid infrastructure should be 
precisely defined as for their interface and semantics, and form an integrated architecture which is a framework 
for their implementation.

In order to guarantee interoperability, “standard” interfaces are not sufficient. In fact, the capabilities of a certain 
service should be well understood, and agreed in the community that develops other interoperating services. In 
addition, such semantics should be compatible with the expected needs of the user, be it a human or a Grid-
aware application. Typical requirements address semantic aspects of resource, workflow, and security.

This document follows OGSA guidelines to outline a framework for the integration of the scientific results so far 
obtained within the WP5. The modules in our architecture are those that emerge from the internal organization of 
the Work Package,  interfaces  are derived from the  information exchange that  has  been understood to  exist 
between such modules. Such architecture is introduced in the rest of this introductory section.

With this  document  we do  not  introduce  the  definition  of  new functionalities,  or  state  the  content  of  new 
interfaces, but plainly reflect and integrate the work already done and made publicly available by CoreGRID 
Institutes.  Section 2 describes the current state of our work, outlining the semantics associated to each module, 
and the information exchange with other modules. Such two aspects are those that are of interest for integration 
purposes: technical details and design issues that do not address integration are not reported in this document, 
and can be found in referenced documents. 

It  emerges  that  the  integration  work  is  still  at  its  early  stages:  however,  consider  that  such  effort  has  no 
precedents, since, in our experience, the design of an Integrated Framework for Grid Information, Resource and 
Workflow monitoring is usually carried out a posteriori: pre-designed modules are selected and adapted in order 
to interoperate. 

Here we want to follow a cleaner design strategy, designing modules for mutual interoperation, and integration. 
The road to this result is still long, and the first steps in such direction are outlined in Section 3. Conclusions are 
presented in Section 4. The purpose of this deliverable is to assess the current status of integration of the work 
within WP5, and is meant to be useful to focus on aspects of Grid Information and Workflow Monitoring that 
need further efforts towards integration in a coherent framework.

1.1 Requirements for an integrated framework architecture for the Grid 
Information, Resource and Workflow Monitoring Services

The focus of a Grid infrastructure is on resource management: the basic goal is to compose basic services in 
order to implement higher level services. At the foundation of this concept, we find the persistent arrangement of 
resources cooperating to the implementation of a service: such persistence may extend to hours or days. The 
description  of  available  resources,  suitably  encapsulated  into  services,  should  therefore  be  available.  Such 
descriptions have to accurately reflect their current state, since this information is used to implement Quality of 
Service semantics. 

The Grid infrastructure uses  resource descriptions  to  select  basic  services  with appropriate  semantics:  such 
services will be composed to implement higher level services. Such composition should extend not only in the 
name space, to determine which service is to be used, but also in time, describing when a certain service will be 
busy  on  a  certain  task.  Therefore,  the  Grid  infrastructure  should  accept  and  process  task  descriptions  that 
articulate  a  stepwise  composition  of  computing  activities.  The  use  of  appropriate  basic  services  should  be 
scheduled after unfolding the dependencies between atomic computational tasks, that are carried out by such 
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services.

The persistent nature of a composite service requires that the Grid infrastructure is able to cope with unexpected 
events that may affect resource availability. Whether such events improve or degrade the semantics of a given 
service, the appropriate way to cope with them is the logistic reorganization of the service, which usually entails 
the displacement of stateful computations.

A consequence  is  that  the  Grid  infrastructure  should  provide  a  way  to  re-instantiate  services  whose  state 
corresponds to an intermediate computational step. Two basic functionalities should be therefore offered: the 
registration of a snapshot of an intermediate state of a service, and the instantiation of a new service given an 
intermediate state. All services participating to a higher level service should participate to such reorganization, 
and the resulting service unfolding should be consistent with the expected semantics. 

Since resources  are  similar  to  goods,  their  sharing should be controlled  accordingly  as  for  their  individual 
property and commercial value. In that sense, the Grid infrastructure should provide identities to resource users, 
and define service semantics according to the identity of the user, thus enforcing individual property. Using the 
same tools, the usage of a certain service should be quantified, and a commercial value associated with it.

1.2 The integrated framework architecture

In  this  section,  we  describe  the  proposed  architecture  to  integrate  the  contribution  of  WP5  in  a  coherent 
framework. The interaction among the different modules is presented in  Figure 1. In this figure, rectangular 
boxes represent modules, whereas links between modules represent interfaces; edge colors indicate the state of 
advancement in the design of the corresponding interface, as detailed below; grey callouts represent interfaces 
offered to external users and applications; circles and triangles represent, respectively, clients and servers of a 
Web service interface; fat arrows represent a streaming session. As for the colors of terminals, red (dark gray in 
grayscale printouts) indicates targets of a major integration effort,  yellow (light  gray in grayscale printouts) 
indicates sufficiently defined interfaces,  and green (medium gray in grayscale printouts)  indicates interfaces 
ready for formalization.

The central idea of this architecture is to convey all the data through the information service in order to have a 
standard interface across the different administrative sites and services (see [GC1, GC2] for a similar approach). 
The characterization of the required information service depends greatly on factors such as the demand placed on 
the source of information (e.g., static versus dynamic, publication rate), its purpose (e.g., discovery, logging, 
monitoring)  and  QoS  requirements  [OGSA1].  However,  similar,  recurring  structures  can  be  identified  and 
abstracted in order to be part of a common information service design and implementation. An analysis of the 
requirements for the information service requested by the components developed within the WP5 should be 
performed in order to identify the suitable information service implementation.

Figure 1: Integrated framework architecture for the Grid Information, Resource and Workflow 
Monitoring Services (see detailed legend in section 1.2)
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1.3 Functional components of an integrated framework architecture for 
Grid Information, Resource and Workflow Monitoring Services

The Grid infrastructure, whose semantics have been outlined above, is composed of a collection of services that 
are in  charge of  providing access  to  raw computational  resources.  Five distinct  functional  components  can 
contribute to  the implementation of a  Grid infrastructure:  each of  them corresponds either  to an individual 
service, or to a collection of them.

The whole  Grid  infrastructure  hinges  upon the  repository  of  service  descriptions:  this  repository  –  usually 
referred as the  Grid Information System (Information Service) – is populated by other services that register 
themselves, thus entering the pool of available services. The operation of the Information Service is essentially 
dynamic, and cannot be assimilated to a directory service. Three basic types of resources, encapsulated into 
services, can be identified: those that contain data, those that process data, and those that provide a data transport 
facility. 

According to the OGSA framework, to which this document is inspired, registration to the Information Service is 
dynamic. Service semantics are defined by attributes (also known as capabilities). While some basic service 
attributes stay constant during its lifetime, others may vary dynamically: they usually describe the available 
service level, appropriately quantified depending on the semantics of the service. Such quantity depends on the 
residual (or preemptable) resources available. 

As a general rule, the service itself is responsible for the update of the dynamically changing attributes in the 
Grid Information System. However, we envision a special case for network services. Although the advent of 
optical technologies is going to introduce a revolution is this field, it seems reasonable that a network service, 
unlike other services, should be monitored from the outside, more than from the inside. Therefore we introduce a 
Network Monitoring component,  which is  in charge of observing traffic patterns in order to quantify Grid 
connectivity. 

The Information Service population is also dynamically changing: not only the introduction of new hardware – 
an  infrequent  event  in  itself  –  but  also  the  dynamic  implementation  of  new  services  can  cause  frequent 
Information Service content updates. Left aside the influence on the internal structure of the Information Service, 
their dynamic features entail a rich interface, which ranges from service registration to the processing of queries 
coming  from services  that  are  in  charge  of  assembling  existing  services  into  new ones.  The  operation  of 
assembling new services requires specific capabilities, which are associated to another functional component: the 
Workflow Analyzer. The task of such component is to accept the operational description of a new service, and 
return a reference to access such service.

According to an OGSA scenario, the implementation of a new service may require the scheduling of a sequence 
of steps consisting of the coordinated operation of lower level services. The implementation of a complex service 
must be sufficiently flexible, in order to cope with unanticipated events that may affect resource availability: the 
Checkpoint Manager is in charge of supporting the logistic reorganization of a service, preserving the relevant 
state information of a certain service in preparation for the reconfiguration of the supporting low level services. 

The Checkpoint Manager functionality depends on an updated view of resource availability, which is provided 
by the Grid Information System. It is also a diffused opinion that specific checkpointing indications should be 
inserted in the operational description of a service. The Workflow Analyzer should be in charge of interpreting 
such indications, thus instructing lower level services.

Since a resource is to be regarded as a private property, its use should be appropriately regulated, and accounted. 
The User and Account Management component should take care of such aspects.  

We have therefore identified the role played by five functional components that contribute to the implementation 
of  a  Grid  infrastructure:  grid  information  system,  network  monitoring,  checkpoint  management,  workflow 
analysis and user and account management. 

The rest of this document is organized as follows. Section 2 outlines the status of the integrated framework 
architecture for the Grid Information, Resource and Workflow Monitoring Services: this entails defining the 
semantics  associated  to  the  functional  components,  describing  their  component  services  and  the  relevant 
interfaces to other components. Finally, Section 3 prospects future work, in terms of the techniques used to 
implement the interoperability between the services that compose the framework.

2 Current Status
Currently, we have identified the specifications of the services, and explored the details of their implementation. 
A rigorous definition of the interfaces, which is essential to ensure the interoperability of the different modules, 
is under way. Here we give a summary of the functionalities each module offers to the others. Interfaces between 
the various modules are shown in Figure 1. 
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2.1  Workflow Analyzer

2.1.1 Specification of the service implemented by the Workflow Analyzer component

The overall objective of the workflow orchestration and execution environment is to provide services that allow 
users to assemble and invoke simple as well as complex workflows on dynamic Grid resources. It serves as a 
Grid workflow enactment engine, which coordinates the creation and execution process of Grid workflows. In 
addition, it provides interfaces to a web portal for user interaction. This allows the user to monitor and inspect 
both running and finished workflows, and allows low-level Grid middleware to invoke application operations. 
Workflows are submitted as XML documents using the Grid Workflow Definition Language (GWorkflowDL), 
which contains the data and control flow of the application.

After parsing, the workflow is analyzed and verified in order to detect errors, such as endless loops, deadlocks or 
conflicts within the workflow. If any such error is found, the user is notified and workflow execution is aborted. 
The workflow is also analyzed for less critical errors which are merely displayed as a warning to the user, such 
as unreachable parts of the workflow.

The execution phase is divided into resource selection and actual execution. During the resource selection phase, 
an actual Web service operation implemented on some host, is selected for each node of the workflow.  The 
execution phase is divided into resource selection and actual execution. During the resource selection phase, an 
actual Web service operation implemented on some host is selected for each node of the workflow. 

Whenever there is more than one Web service operation available for a particular service in the workflow, a 
scheduling component needs to be invoked in order to decide which of the instances to use: we do not describe 
such component here but we indicate that it should take input from the Workflow Analyzer component. For 
instance, such component should provide information about what service should be scheduled, together with 
information about where the input data of this service is stored, so that times for data transfers can be considered. 
In this case, the Workflow Analyzer component might also indicate whether results of one service are passed as 
input to another one, in order to allocate the two services to adjacent sites. 

Once every node in the workflow has been assigned a resource, execution starts. The execution service acts as a 
workflow engine, cycling through the workflow graph, searching for activated workflow nodes, and triggering 
related activities, such as data transfers or invocation of the target Web services. The workflow execution service 
monitors the evolution of such activities, and takes appropriate steps if errors occur. 

There  are  two  types  of  possible  failures  that  need  to  be  handled:  application-specific  errors  (such  as 
inappropriate input parameters) and technical/middleware failures (such as communication errors, host restarts, 
etc.).  In  these  cases,  the  workflow  execution  service  itself  tries  to  remedy  the  problem,  for  example  by 
reassigning work to a different host in case of failure of a particular host. If an host fails during execution of a 
Web service, this may also involve the usage of previously created checkpoints.

2.1.2 Interface of the service implemented by the Workflow Analyzer module

The workflow execution service exposes three kinds of interfaces.
User interaction: an interface for human interaction which will be used by user interfaces, such as web portals 

or workflow clients. The main purpose of the interface is to allow a user to submit a workflow which should 
be executed, to monitor the execution of already running workflows, as well as to notify the user of any 
faults or errors that occurred during execution. For the description of the application workflows, we propose 
the Grid Workflow Definition Language (GWorkflowDL), which is based on High-level Petri Nets [PPAM], 
represented using an XML-based notation. Thus, the workflows are submitted as XML documents.

Resource allocation/scheduling: this interface is used to communicate with the scheduling component if there 
are several  candidates  available for  executing a specific  Web service operation.  The  workflow analyzer 
module provides the name and type of the web service operation and the location of input data.

Middleware Interface: this interface communicates with the Grid middleware in order to invoke the underlying 
services.

2.2  Checkpointing

2.2.1 Architecture
The architecture  proposal  included  in  this  chapter  is  a  revised  version  of  GCA presented  in  [CKPT].  The 
proposal  defines  four  layers  (Broker,  Checkpoint  Grid  Service,  Translation  and  Core  Service)  and  three 
interfaces used to exchange information between services.
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Figure 2: Grid Checkpointing Service architecture

The four layers shown in Figure 2 represent mutual dependencies between different parts of Grid Checkpoint 
Architecture. Each layer hides all underlying services by providing a set of calls used to perform certain actions. 
The interaction is allowed only between any services placed on adjoined layers. A brief description of these 
layers follows.

The Grid Broker layer represents the Grid job manager. The first task of this layer is triggering checkpoint and 
restart of the applications. The decision whether to checkpoint or restart an application is made on the basis of 
information from monitoring services (fault detection), the scheduling algorithm or resource management policy. 
The next task of this layer is to adjust the job description of application submitted by the user in order to ensure 
that  the  application  will  be  checkpointable.  This  task  may  require  exchange  of  messages  with  the  Grid 
Checkpoint Service (GCS). 

The  Grid Service layer represents a set of Grid Checkpoint Services (GCS). This layer may consist of many 
independent instances. Each instance is able to forward any request it cannot handle itself (according to a peer-
to-peer approach). A Broker sees the set of GCS instances as a single service with one access point. A single 
GCS instance may have access to many Translation Services from the Translation layer (relationship one to 
many).

The Translation layer represents a set of Translation Services (TS). The TS acts as a mediator between GCS and 
actual checkpointers. The TS accepts Interface 2 messages and translates them to a format acceptable by native 
checkpointers (instances of the Core Service layer) (Interface 3). The TS instances are tightly connected with the 
corresponding checkpointers. For each Core Service checkpointer, at least one Translation Service should exist. 
The  TS  maintains  information  about  functionality,  requirements  and  calling  semantics  of  the  managed 
checkpointer (the Core Service layer instance). This information is used to execute checkpoint, restart operations 
and match the application with the checkpointer (before the application is submitted). The last function of this 
layer  is  reporting all  checkpoints  performed by the underlying checkpointer,  even if  the  operation was not 
triggered by the GCS.

The Core Service layer represents the real tools used to save images of application state. Services placed on this 
layer will be called checkpointers in this paper. In general there is no assumption on what type of checkpoint it 
should be, it may be kernel, user or application level checkpointing. The Core Service may also represent some 
other  software  that  is  able  to  trigger  checkpoints  on  a  given  Computing  Resource  (CR).  In  such  case  the 
corresponding TS can be considered as an interface to a low level checkpoining toolset. A good example may be 
a local scheduler like the Sun Grid Engine that is capable of issuing checkpoint/restart commands using some 
third party checkpointers. This may lead to the situation when there is more than one path of access to the 
checkpointer. On a single computation resource there can be one or more Translation Services. In order to avoid 
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problems with the TS selection, while configuring the TS on a computing resource, the administrator should 
indicate the preferred TS for each checkpointer.
2.2.1.1 Intercommunication Interface
A definition of the messages used to pass information between layers is one of the most important parts in the 
architecture design. In the GCA, there are three singled out sets of messages called interface 1, 2, and 3. 
2.2.1.2
INTERFACE 1

This interface defines communication messages exchanged between the Broker and the GCS. The meaning of 
messages is explained in the list which follows. 
prepare job The message  is  sent  by the  Broker when it  wants  the  GCS to provide information about the 

checkpointer that is able to handle the given type of application. Depending on the original job description, 
the GCS finds the checkpointer able to create an image of the job. It may be necessary to modify the job 
description in order to make it work with the selected checkpointer. 

checkpoint job This message is sent by the Broker to the GCS in order to save the state image of a job. The 
Broker has to provide information necessary to identify the job. The message may contain some additional 
parameters: for example, a suggested checkpointer or special parameters passed to the checkpointer. The 
GCS replies with a report including information on where the image was stored, the checkpointer used, etc. 

resume job This message initiates the process of restarting the job from the previously saved image. The GCS 
replies with a description of the job which should be submitted by the Broker in order to resume the given 
application from the saved image.

INTERFACE 2

Interface 2 defines a set of messages exchanged between the GCS and the Translation Service (TS). 
prepare submit job The message is sent by the GCS after the best checkpointer is defined. The target TS, basing 

on its knowledge about the corresponding checkpointer, has to provide a set of changes in a job description 
(it might be necessary to add some additional parameters) required by the checkpointer. In some cases (e.g. 
kernel level checkpointer) there may be no required changes.

checkpoint  job The  message  is  used  by  the  GCS to  inform the  TS that  it  has  to  call  the  corresponding 
checkpointer and make a checkpoint of the selected application. After receiving this message, the TS has to 
communicate with the checkpointer (directly or using any software that manages access to this checkpointer), 
in order to issue the checkpoint command (Interface 3). The TS should reply with a message consisting of the 
status of the operation and information about the image.

prepare resume job The message is sent by the GCS to the TS when the GCS receives a resume job message. 
After the GCS has figured out which checkpointer was used, it has to communicate with the corresponding 
TS (in general it is irrelevant if it is exactly the same TS that created the image). This message indicates that 
the TS, basing on an original job description and its  knowledge about the underlying checkpointer (and 
additional parameters specified during the checkpoint), must prepare a description of the job that will resume 
the application from the selected image. 

checkpoint executed This message is sent by the TS to GCS when the controlled checkpointer saved the state of 
an application and the checkpoint was not triggered by the checkpoint job call. This functionality is required 
in  order  to  support  self-checkpointing applications  (e.g.  the  checkpoint  is  initiated at  a  certain  point  of 
computing). The message must contain information about the image of the application.

INTERFACE 3

An exact definition of Interface 3 is not a part of the GCA because of a variety of possible methods of triggering 
functions of the checkpointer (e.g. signals, environment variables, executing shell commands, etc.). It is up to the 
Translation Service implementation team to design an appropriate method of communication between the TS and 
the checkpointer.
2.2.1.3 Interaction with other grid services
The GCS also utilizes other Grid services.  Those services are depicted in  Figure 2 being the interface and 
functionality of those services out of scope here. A short description of functionality required from other Grid 
services is summarized in the following list. 

• The Information Service is used to obtain information about jobs and to store data about the executed 
checkpoints. This repository should be accessible by any GCS instance. 

• The Storage Service is  utilized to register and store images of the applications. The detailed storage 
policy (replication, migration, etc.) is not in the scope of the GCA. Transfer of the images (during the 
migration or restart) is performed by the Broker as a part of the job submission routine (when the broker 
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prepares an environment for a job, it must ensure that files used by this application are accessible; the job 
images are considered to be files required by the job). 

• The GCS has to use Authorization Services in order to access files or manage access to information about 
the stored images.

2.2.1.4 Job migration
The job migration is of great importance, regardless of the fact that there is no singled out command in GCA 
exclusively  designed  for  migration.  Essentially,  migration  comprises  the  following  sequence  of  commands 
issued by the Broker: Checkpoint the job, Terminate the job (notice that Checkpointing Services do not terminate 
the process, the assumption is that Broker knows how to do it on its own), Restart the job. 

Checkpoint and Restart are described above.  Terminate is a command that forces the application to finish its 
work, but it is not provided by Checkpointing Services, only by other "external" services. We assume that it is a 
responsibility of the Broker to invoke adequate commands in proper order to complete the migration of process.

2.3 Network Monitoring

2.3.1 Specification of the service implemented by Network Monitoring

We have identified one basic  module,  which is  responsible of implementing a new service,  called Network 
Monitoring Element (NME). Here we overview its functionality: an exhaustive description of it can be found in 
the CoreGRID report [NetMon].

The  NME  is  encapsulated  into  a  Network  Monitoring  Service,  which  makes  available  the  functionalities 
implemented by the NME to the outside. The semantics of such module consist of managing network monitoring 
activity through the use of appropriate techniques. The basic semantic object is the session, which consists in the 
measurement of traffic characteristics. Such traffic can be either induced by network monitoring tools (active 
monitoring),  or  be induced by already running applications  (passive monitoring).  Presently,  the focus is  on 
passive  monitoring,  but  we want  the  framework  to  be  extensible  to  other  –  possibly  hybrid  –  monitoring 
techniques.

In order to qualify the traffic to be evaluated, the NMEs apply an overlay domain partition to the network: the 
aim of  this  overlay  is  to  decouple the  intra-domain network  infrastructure  (under  control  of  the peripheral 
administration),  from  the  inter-domain  infrastructure  (meant  to  be  out  of  control  of  the  peripheral 
administration). According to the overlay domain partitioning network, monitoring sessions are associated to 
resources denoted as Network Elements (NE). A NE is defined as a traffic class between two domains. The way 
traffic is classified depends on the technology of the intra-domain network infrastructure. 

In principle, more than one NME can be included in one domain, although there is not a concept of replicated 
NME. The overlay domain partition is maintained in an internal distributed database. Management of network 
monitoring sessions includes the control of periodic sessions, as configured by network administrators, and of 
on-demand sessions dynamically configured by applications. 

A periodic session is meant to be persistently associated to a NME, and produces observations with a predictable 
frequency. Such modality is appropriate to enable the detection of transient anomalies in the operation of an 
inter-domain path.

Conversely, on-demand sessions are one-shot measurements, and are associated with a request coming from a 
user application. Such measurements aim at the evaluation of the present status of the path. In a more advanced 
scenario, such functionality might be associated to resource reservation. 

Observed characteristics are not made directly available to users, but streamed outside the module as soon as 
they are produced. There are various semantics associated to the consumer of such information, and we do not 
want to bind to one specific. The traditional MDS-like registry might be effectively replaced by a more advanced 
publish-subscribe network: since such technology, despite the relevant research effort, is not yet adequate to a 
production environment, we indicate a transitional architecture that can host either an MDS oriented distribution, 
or a more advanced stream-based architecture. Therefore we envision the implementation of a non-standard 
interface  between  a  back-end  observation  production  system,  and  a  front-end  plugin  that  will  export  the 
observations according to a standardized interface. 

Security semantics must ensure that:
• only registered NME can operate network monitoring sessions inside the GRID; 
• only registered NME can update the overlay domain partition, limited to the resources in the managed 

partition; 
• only registered applications can obtain the execution of on demand sessions. 

As a part of the semantics of the NME, the information it produces requires confidentiality. Each piece of 

CoreGRID –Network of Excellence

11



CoreGRID FP6-004265

information must  carry an indication about who (in terms of  an authenticated entity),  is  entitled to use the 
published data, and for what purpose (aggregate or pointwise statistics). 

2.3.2 Interface of the service implemented by Network Monitoring

The Network Monitoring Element offers three types of interface, as detailed below.
overlay domain partition description service Such interface accepts requests that either inspect the content of 

the distributed database that describes the overlay network, or accept updates to such structure. 
Read-only access is similar to a directory service: a generic user application need to know which domain a 
certain Grid service is associated to. Such service is primarily needed in order to access observations stored 
in the Information Service, or route observations in the publish/subscribe network. Such data is identified 
using  the  overlay  domain  partition,  and  users  must  understand  the  relationships  between  services  and 
domains in order to make service oriented queries.
Although such directory service should be widely accessible by user applications, an elementary load sharing 
principle suggests handling of such requests to the nearest NME. 
In contrast, update access should be rigorously restricted to entities that are in charge of the administration of 
domain resources: either human administrators, or, in a more advanced view, applications that are in charge 
of managing resource localization. A certain NME is responsible uniquely for the updates of the domain it is 
part of.

observation publishing service As anticipated, this interface is associated with a plugin, since we understand 
that it may be subject to important changes in the future.
As a starting point, we envision an MDS plugin that keeps data available for an MDS request for a given 
amount of time. An observation is primarily composed of the quantitative description of one or more network 
characteristics: these are to be formatted according to the standards from the Network Monitoring Working 
Group of the GGF.

2.3.3 Security issues 
Security issues are supported by a third interface binding the NME to the Grid certification authority. Such 
interface is used uniquely to obtain the CA public key, and certificates signed by the CA. Such certificates are for 
internal use (the implementation of the distributed domain overlay description database), and are also used to 
authenticate network monitoring information from the NME. 
The interfaces to user applications are ruled by two distinct mechanisms, according to the type of access. A 
cookie-based system is appropriate for read-only access: web service oriented interfaces can support such simple 
mechanism. A more rigorous access policy is adopted for update access to the overlay description database: in 
such case, access is granted only to local tasks and to users responsible for domain configuration. Their identity 
is authenticated by means of certificates.

2.4 User and Account Management

2.4.1 Specification of the services implemented by User and Account Management 
component

The main objective of User and Account Management system is controlled, secure access to grid resources. The 
second one is possibility of logging user activities for accounting and auditing and then gathering these data both 
by the resource provider and virtual organization. These objectives are realized by authorization, assuring proper 
job isolation level and gathering the logging data. We introduced the term  virtual environment [UsrMgmt] to 
indicate the encapsulation of user jobs in order to give them a limited set of privileges and to be able to identify 
the user and organization on behalf which the job acts. 

User and Account Management component is responsible for authorization, managing virtual environments, as 
well as the execution of jobs in them and collecting relevant information on the execution and used resources. It 
is located on a computing resource. The component is a pluggable framework, that allow combining different 
authorization methods (e.g. gridmap file, banned user list, VO membership based authorization) and different 
implementations of environments (virtual accounts, virtual machines, and sandboxes). The configuration of the 
framework is quite flexible and depends on detailed requirements which may vary between the resources, so the 
administrators may tune local authorization policy to the real needs and abilities.
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Figure 3: User and Account Management architecture

The Virtual User and Account Management system consists of 3 modules: an authorization module, a virtual 
environment module and virtual workspace database. The authorization module performs authentication first 
(based on existing software, such as Globus GSI). The authorization is done by querying a configurable set of 
authorization plugins. The virtual environment module is responsible for creation, deletion and communication 
with virtual environments, implemented as stateful resources. The module is also pluggable, so it is possible to 
use different  implementations  of VE. The database records operations on the virtual  environments  (time of 
creation and  destruction,  users  mapped to  the  environment,  etc.).  These  records  together  with the  standard 
system logs and accounting data, will provide complete information on user actions and resource usage.

2.4.2 Interface of the service implemented by User and Account Management 
component

The User and Account Management component offers two interfaces, described below as services:
Virtual Environment Management Service – exposes an interface for environment management: creation, 

deletion, setting lifetime, adding access to other users. The virtual environment is implemented as a stateful 
resource (WSRF). An environment is created on request of a user, sent directly or via global scheduler 
(Workflow Analyser). Each request must be authorized. Once created, the environment may be used for 
running a single job or a workflow of jobs. Only the user who has created the environment has access to it 
per default. The access may be also given for the user’s VO manager or anybody the user allows. The 
environment may exist until its time to live expires, no job is running or on special request.

Virtual Environment Information Service – exposes the content of virtual environment database. This 
information is available in different views for users of different roles:

• Common users have rights to read their own accounting data

• Managers of virtual organizations have access to logging and accounting data of all VO members, in 
order to have full control on budget and behavior of the users.

• Owners of resources are able to access all the data connected to the resource.

2.4.3 Security Issues

The security of virtual environment management is crucial and comprises the following elements:
• authorization and identification of users;
• authorized access to computational resources; 
• logging access to accounting and logging data;
• control of user actions in the terms of logging;
• confidentiality of the data sent over the network. 

Accounting  and  confidentiality  can  be  implemented  by  means of  the  Globus  authorization  structure.  Fine-
grained and flexible authorization is achieved by means of a set of authorization plugins, as described above. 
Identification of users and control over their actions is possible thanks to the VE Database which contains data 
from the local logs stored in the context of the global user identity.
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3 Future Work
Understanding the functionalities provided by a component helps with understanding its interaction with other 
components, thus laying the basis for their interoperation. The tools to implement such framework allow the 
description  of  functionalities  offered  by  the  various  components:  the  Web  service  technology  is  a  well 
established tool for this. The adoption of such technology forces the designer to describe exhaustively the data 
passed through the interface.

We are currently  at  the point  of  having understood the specifications  of  the components,  and their  mutual 
interactions: the information crossing such interfaces is well defined based on our experience, but it is not yet 
sufficiently precise to allow the design of a general prototype. Future work should focus on the definition of such 
interfaces, with the purpose of preparing the way to the implementation of a real-scale prototype. 

In the rest of this section we focus on such point, trying to evaluate the stability and the level of understanding of 
each  interface  connecting  modules  of  our  framework:  interfaces  to  ouside  modules  are  ignored.  Interface 
numbers refer to those used in Figure 1.

Interface 1: Workflow Analysis to Checkpoint Manager

Such  interface  is  associated  to  the  Grid  Checkpointing  Service,  that  shields  the  user  from  the 
implementation details of the specific checkpointing technology. It appears to be mature for a further 
step in formalization. On the other hand, the Workflow Analyzer component should be ready to embed 
in job descriptions the checkpointing capabilities of the resources: this aspect requires a focussed effort 
in order to be solved.

Interface 2: Workflow Analysis to Grid Information Service

Such interface is used by the Workflow Analysis module to obtain data for scheduling optimization, and 
an information flow is required to monitor job execution. While the former can be obtained on a pop 
basis,  thus  falling  in  the  well  known  directory  service  paradigm,  a  push  operation  seems  more 
appropriate to the latter: job advancement and resource monitoring information would flow directly 
from the resource monitoring session that the Information Service contributed to set up. A explained 
below, the implementation of the Network Monitoring component will serve as a testbed to study a 
comprehensive approach, which guarantees the required levels of scalability and security.

Interface 3: Checkpoint Manager to Grid Information Service

The interface to the Information Service requires the availability of peculiar information about Grid 
resources:  namely,  the  availability  and  location  of  a  checkpoint  for  a  given  application,  or  the 
location/availability of a storage service for a checkpoint. It is not clear whether checkpoint repositories 
are to be treated as just a subclass of a Storage Service, or have so distinctive features to be treated as a 
distinguished Service. However, in both cases, the interface between the Checkpointing Component 
(namely,  the  Grid  Checkpointing  Service)  and  the  Information  Service  should  be  enriched  with 
checkpoint oriented features, which are still to be fully understood.

Interface 4: Network Monitoring to Grid Information Service

The resource subject to monitoring is the Network Service, an abstraction that represents the network 
infrastructure responsible for carrying information between two Domains. The characteristics of such 
entities should be available in the Information Service, which should be prepared to manage such kind 
of  content.  The  description  of  the  Network  Service  and  of  related  concepts  entity  is  ready  for 
formalization, once the Grid Information Service interface is defined.

Interface 5: User and Account Management to Grid Information Service

The implementation of Virtual Environments is based on resource descriptions stored within the Grid 
Information  Service.  Specific  resources  may  exhibit  a  tag  according  to  their  inclusion  in  virtual 
environments.  Such  interface  is  not  yet  precisely  defined,  and  possibly  depends  on  the  kind  of 
authorization scheme used.

Interface 6: Workflow Analysis to User and Account Management

The input for Virtual Environment implementation and usage comes also from the Workflow Analysis 
component: for instance, a certain workflow might be instructed to associate its resources to a Virtual 
Environment. This option is indicated in the design of the Workflow Analyzer, but an adequate interface 
on the User and Account Management components are still to be considered.

Interface 7: Network Monitoring to Workflow Analysis

The Workflow Analyzer component needs to interact with the Network Monitoring component in order 
to  obtain  feedback  about  job  execution.  Although such data  transfer  can be  mediated by the Grid 
Information System, we envision a solution based on the direct flow of monitoring information from the 
monitoring agent (possibly not limited to Network Monitoring agent). Futher study is needed to design 
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a stream oriented solution for monitoring information diffusion, as an evolution of the Grid Information 
System based one, which exhibits serious scalability problems.

4 Conclusion
Currently, the internal functionality of the middleware components is sufficiently understood, and the relevant 
information flows among them and with external entities have been detailed. In order to progress towards the 
creation of an integrated framework, work is still needed for a service-oriented specification of such components. 
While this goal is sufficiently near for the Information Service, the Checkpointing and the Network Monitoring 
components, much work is still needed as for the Workflow Analyzer and the Account and User Management 
components.

As for the Information Service component, such knowledge comes from the experience derived from known 
experiments. In the case of Checkpointing and Network Monitoring, in-depth analysis has been carried out by 
the Virtual Institutes in order to contribute with original insights of the capabilities provided by such modules.

As for the Workflow Analyzer, its description as a service is still lacking detail, and the component still appears 
as a collection of techniques, without a clear interface design. In some cases, the syntactical and semantic aspects 
of such communication, are deeply investigated and understood, but their organization in view of an integrated 
design is still to be undertaken. A similar consideration applies to the User Account and Workflow Management 
component: the concepts laying at the basis of the provided service are well understood, however, its integration 
in a general framework is still to be defined.
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